Lightweight Privacy-Preserving Ride-Sharing Protocols for Autonomous Cars

Sara Ramezanian
sara.ramezanian@helsinki.fi
University of Helsinki
Helsinki Institute for Information Technology (HIIT)
Helsinki, Finland

Gizem Akman
gizem.akman@helsinki.fi
University of Helsinki
Helsinki Institute for Information Technology (HIIT)
Helsinki, Finland

Mohamed Taoufiq Damir
mohamed.damir@helsinki.fi
University of Helsinki
Helsinki Institute for Information Technology (HIIT)
Helsinki, Finland

Valtteri Niemi
valtteri.niemi@helsinki.fi
University of Helsinki
Helsinki Institute for Information Technology (HIIT)
Helsinki, Finland

Figure 1: The figure illustrates a summary of our privacy-preserving ride-sharing protocol. Initially, the cars and passengers are not grouped (Fig. 1.a). After applying our protocol, the cars are assigned to groups of passengers with similarity in their journeys (Fig. 1.b).

ABSTRACT
Ride-sharing is a popular way of transportation that reduces traffic and the costs of the trip. Emerge of autonomous vehicles makes ride-sharing more popular because these vehicles do not require a driver’s effort. Therefore, in order to find a suitable ride-share, the service provider is not restricted to the driver’s trip. Thus, the autonomous cars are more flexible with matching the passengers. Passengers who want to participate in car-sharing send their trip data to a ride-sharing service provider. However, the passenger’s trip data contains sensitive information about the passenger’s locations. Multiple studies show that a person’s location data can reveal personal information about them, e.g., their health condition, home, work, hobbies, and financial situation. In this paper, we propose a lightweight privacy-preserving ride-sharing protocol for autonomous cars. Contrary to previous works on this topic, our protocol does not rely on any extra party to guarantee privacy and security. Our protocol consists of two main phases: i) privacy-preserving group forming, and ii) privacy-preserving fair pick-up point selection. In addition to ride-sharing, the two phases of our protocol can also be applied to other use cases. We have implemented our protocol for a realistic ride-sharing scenario, where 1000 passengers simultaneously request a ride-share. Our evaluation results show that the time and communication costs of our protocol are such that it is feasible for real-world applications.

CCS CONCEPTS
- Security and privacy → Privacy-preserving protocols.

KEYWORDS
Autonomous Cars, Ride-Sharing, Privacy-Enhancing Technologies, Location Privacy, Private Set Intersection, Lightweight Cryptography.

Permission to make digital or hard copies of part or all of this work for personal or classroom use is granted without fee provided that copies are not made or distributed for profit or commercial advantage and that copies bear this notice and the full citation on the first page. Copyrights for third-party components of this work must be honored. For all other uses, contact the owner/author(s).

ACM Reference Format:
1 INTRODUCTION

Ride-Sharing Services (RSSs) have gradually attracted more users in the past years. RSSs offer various advantages compared to classical means of transportation, e.g., reduced traffic congestion, alleviated parking shortages, and minimized transportation cost. Face to the tremendous demand for such an alternative, ride-sharing companies have been steadily growing across the globe, e.g., Bolt, Blablacar, UberPool, Flink, and LyftLineT. The global ride-sharing market size was estimated at 84.30 billion USD in 2020, and it is expected to reach 242.73 billion USD in 2028 [19]. In this work, we present a ride-sharing scheme via autonomous cars that preserves the user’s privacy. In this section, we first explain why preserving the user’s privacy in the context of ride-sharing is important. Then, we explain how autonomous vehicles change the existing ride-sharing schemes. We then explain a broader related topic that is called location privacy. At the end of the section, we give the list of our contributions.

1.1 Privacy-Preserving Ride-Sharing

Usually, a RSS operates as a middleman who connects drivers to passengers via a mobile app. The service often requests the passenger/driver to provide their trip data, i.e., the ride time, the pick-up and drop-off locations. Accessing such information by a malicious entity is a serious threat to the user’s privacy. Moreover, storing such (valuable) data by RSSs in their centralized servers made RSSs an attractive target for attackers. For example, in 2016, an attack on Uber servers resulted in stealing the records of 57 million users and drivers. More recently [37], the same company was a target of a cyber-attack. The attack’s impact is still under investigation at the time of writing. It is worth mentioning that such a type of attack does not only affect the user’s privacy but might also cause financial consequences for the company. For example, after the 2016 breach, Uber admitted to hiding the attack and paid 148 million USD in settlement with multiple U.S states [7]. Therefore, organizing a privacy-preserving ride-sharing (PPRS) is beneficial for both the service provider and its users.

1.2 Autonomous Cars and Ride-Sharing

Autonomous vehicles can positively impact our everyday lives in many ways, such as less car accidents, safe mobility option for non-ambulatory and elders, and helps fighting global warming [2, 23]. An autonomous vehicle does not require a driver; therefore, organizing a ride-share can be made regardless of the drop-off point. Please note that with a regular car, the passengers should leave the car before/at the same time as the driver. Therefore, compared with the “classical” passenger/driver RSSs, organizing a ride-share with an autonomous car is more flexible. Thus, we can expect even bigger requests for ride-sharing via autonomous cars [11]. However, designing a PPRS protocol for an autonomous car is more difficult than the classical case because of the elimination of the driver (who can play the role of a trusted third party in a PPRS protocol) and the ambiguity of the drop-off points (and consequently the whole trip route). In the present work, we focus on the users’ privacy and propose a novel ride-sharing scheme for autonomous cars.

1.3 Location Privacy

The concept of privacy-preserving ride-sharing is a special case of a wider research area that is called location privacy. A user’s location data can potentially reveal sensitive information about the user, such as their lifestyle, political and religious views, their (and their close ones’) home/work locations, and their health and financial situation [17, 28, 38]. The general approaches to preserve location privacy are i) location obfuscation (hiding the exact location by adding noise), ii) anonymity, and iii) utilizing cryptographical techniques to encrypt the location [47]. To design a privacy-preserving ride-sharing, one or several of the above general location privacy approaches are used. In our protocol, we choose both anonymity and cryptography to ensure the user’s privacy. Moreover, there has been a trend to utilize a third party in privacy-preserving location-related protocols [12]. However, utilizing a third party (such as a trusted third party or a cloud) can cause additional security and privacy challenges. For instance, the presence of a Trusted Third Party (TTP) in a scheme can introduce more costs [26] and make the scheme more prone to cyber-attacks [21, 26]. Although it is popular, cloud computing can cause a series of privacy and security challenges [34], such as insider attacks, denial of service attacks, and permanent data loss. Therefore, we avoid utilizing any third parties in our PPRS scheme.

1.4 Our Contributions

The list of our contributions is as follows:

- We modify the tree Diffie-Hellman (DH) group key exchange protocol [41] such that the parties can generate the secret key without the help of the server.
- We design a novel privacy-preserving group forming scheme.
- We propose a privacy-preserving fair pick-up point selection protocol that utilizes additively homomorphic encryption. This protocol also can be applied to other use cases besides PPRS, e.g., potential partner suggestions on dating apps.
- We propose a privacy-preserving fair pick-up point selection protocol that utilizes additively homomorphic encryption. This protocol also can be applied to other use cases besides PPRS, e.g., potential partner suggestions on dating apps.
- We propose a novel lightweight privacy-preserving ride-sharing protocol for autonomous cars. For security and privacy reasons, we do not use any additional party in our protocol. To the best of our knowledge, our protocol is the first ride-sharing scheme to achieve privacy without relying on any third party.

The rest of the paper is organized as follows: Section 2 gives the required preliminaries. In Section 3, we provide a closer look into our research problem, and in Section 4, we present the prior related work on the topic. Our novel protocol is presented in Section 5, and our evaluation results on the protocol are given in Section 6. We analyze the security and privacy of our protocol in Section 7. Finally, the future work and conclusion are given in Section 8.
2 PRELIMINARIES

This section provides the necessary preliminaries that are required for the rest of the paper.

2.1 Keyed Hash Function

A keyed hash function is an algorithm that uses a secret key and a one-way and collision-resistant hash function to create an output. The secret key is shared between all the parties that are computing the output [39].

2.2 Private Set Intersection (PSI)

Private Set Intersection (PSI) allows two parties (or more) to compute the intersection of their sets without revealing any information about the items that are not in the intersection. The efficiency of a given PSI protocol depends on its respective scenario, see for instance [30] and the references therein.

2.3 Dictionary Attack

A dictionary attack is a systematic brute-force approach of guessing a secret, e.g., decrypting ciphertext, by trying a restricted subset of possible solutions, e.g., keys.

2.4 Denial of Service (DoS)

A Denial of Service (DoS) attack is an attack that prevents users from accessing a service by overwhelming the service’s physical resources or network connections. In general, this is done by flooding the service with user’s traffic requests. To prevent DoS attacks, the service should be equipped with a mechanism that distinguishes between legit and malicious requests. One way to do so is to use anonymous tokens.

2.5 Anonymous Tokens

Anonymous tokens are lightweight, single-use anonymous credentials. Typically, a user receives a limited amount (less than the amount required to perform a DoS attack) of anonymous tokens when they prove to the service that they are legitimate users. Therefore, the user can access the service anonymously during their subsequent connections using these credentials [22].

2.6 Adversarial Model

A semi-honest adversary, a.k.a honest-but-curious, is a party that follows the protocol specification exactly. However, they may try to learn more information than allowed by investigating into the messages they received. A stronger adversary model is malicious adversary. A malicious party may deviate from the protocol specification and uses more efficient attack strategies, e.g., manipulating the protocol’s input/output. The above two adversarial models are broadly accepted as the main adversary models in multi-party protocols [15].

2.7 Paillier Cryptosystem

Paillier Cryptosystem [29] is a widely adopted additively homomorphic probabilistic public-key encryption scheme. A probabilistic public-key encryption scheme \((\text{Gen}, E, D)\), utilizes a key generation algorithm \(\text{Gen}\) to create a pair of public and secret keys \((pk, sk)\). The probabilistic encryption function \(E\) takes three inputs: the public key \(pk\), a random string \(r\), and the plaintext \(m\), and outputs a ciphertext \(c = E_{pk}(m, r)\). A crucial property of \(E\) is the fact that encrypting the same message twice results in two different ciphertexts. The decryption function is denoted by \(D_{sk}\). For any plaintexts \(m_1, m_2\), Paillier cryptosystem has the following homomorphic property\(^1\):

\[
D_{sk}(E_{pk}(m_1, r_1) \times E_{pk}(m_2, r_2)) = m_1 + m_2.
\]

2.8 AES

The Advanced Encryption Standard (AES) [9] is a widely used symmetric key block cipher. AES encrypts a plaintext block of 128 bits using either a 128, 192, or 256 bits key.

2.9 Diffie–Hellman Key Exchange Protocol

The Diffie–Hellman exchange protocol (DH) [10] goes as follows: Let \(G\) be a finite cyclic group with order \(|G|\) generated by \(g\). In order to generate a shared secret key between two parties, \(A\) and \(B\), the parties secretly choose integers \(s_A\) and \(s_B\), respectively, at random from the interval \([0, |G| - 1]\). Then, they compute \(g^{s_A}\) and \(g^{s_B}\), respectively, and exchange these group elements over the public channel. Finally, \(A\) and \(B\) compute the shared secret \(K_A = (g^{s_B})^{s_A}\) and \(K_B = (g^{s_A})^{s_B}\), respectively. Note that \(K_A = K_B\).

2.10 Key Derivation Function

A Key Derivation Function (KDF) is an algorithm that takes a given secret as input, e.g., a secret password, and outputs a bitstring that is suitable for some cryptographic operation. For example, a KDF can be used to convert a Diffie-Hellman shared key to an AES key.

2.11 Tree Diffie–Hellman Group Key Exchange Protocol

A Tree Diffie–Hellman Group Key Exchange protocol is a generalization of the DH protocol to \(n\) parties. To establish a shared secret key between \(n\) parties \(P_1, \ldots, P_n\), a binary tree is recursively constructed via the DH protocol on the multiplicative group modulo a prime \(p\). One of the early examples of a tree-based group key exchanges is [33] and a more in-depth analysis figures in [41]. The protocol of [41] was designed in such a way that every user requires to establish a 2-party DH key with a server. Several prior works on the group key exchange protocol reduce/omit the role of the server, such as [14] and [13]. These protocols could be used in our protocol instead of our variant that is presented in Section 5.1. Various works [8, 43] later extended the earlier methods to cover further security and design properties, such as adding/removing parties, merging, managing, etc. The main idea behind these works is to construct a shared secret by a recursive use of the two parties Diffie-Hellman.

3 PROBLEM STATEMENT

In this section, we first discuss the privacy issues in ride-sharing via autonomous cars. Then, we formalize the research problem.

As we mentioned in Section 1, at the time of writing, the companies that offer ride-sharing services organize the trips without considering the privacy of their users. More precisely, a user reveals their identity, pick-up and drop-off locations, and time of travel

\(^1\)The equalities are taken modulo a given integer, see [29] for more detail.
to the system. This information can reveal privacy-sensitive data about the user, such as their home, workplace, hobbies, their children’s schools and hobbies, and the exact time of the day when they are not at home [24]. Revealing this private information in the online world can cause unwanted tracking [3], stalking [4], and the breach of the users’ health data [17]. Therefore, we aim to design our privacy-preserving ride-sharing protocol in such a way that after executing the protocol, the user’s identity, location, and time of the trip remain private.

Unlike regular cars, autonomous vehicles do not require a driver. Therefore, organizing ride-sharing requires different settings. With a regular car, the vehicle is rented or owned by a driver. If the driver wants to organize a ride-sharing, they should find other passengers that have similarities in their journey to the driver. Usually, the driver does not want to deviate from their route and prefers to pick up passengers that are traveling on the same path as the driver. Also, the drop-off points of the passengers should be similar or before the driver’s destination. However, with an autonomous car, the passengers can agree on one or more pick-up points, and the car can go and pick them up. Moreover, the drop-off points of the passengers can be different. The only requirement for the drop-off points is that they should be in the same direction. Therefore, we aim to design privacy-preserving techniques that enable the server to group the passengers with similarity in their trips (initial location, direction of the trip, date, and time) together. We also want to enable the passengers to agree on a “fair” pick-up point in a private way.

Before going any further, let us explain what we mean by a “fair” pick-up point. A fair pick-up point is a location where its distance from all the parties is fair. Moreover, the pick-up point itself should be convenient, i.e., the point should be reachable easily by an autonomous car.

We formalize the problem of privacy-preserving ride-sharing arrangements for autonomous cars as follows: n users want to arrange ride-sharing at different times, locations, and for different routes. For security and privacy reasons, the users do not want to reveal any information about their locations and identities to each other or anybody else. A server of a company with autonomous cars wants to provide RSSs in a privacy-preserving way. The server wants to group the users who have similarities in their trips (and therefore can share a ride) together without learning any information about their trips. After the server performs the privacy-preserving group forming, the users of each group want to privately determine a fair pick-up point to start their trip together. The pick-up point selection should be made such that the users do not learn each other’s locations. The server also remains oblivious to the users’ locations. Moreover, for privacy and security reasons that are mentioned in Section 1, we want to avoid utilizing any other party (e.g., cloud, proxy, and TTP) than the server and the passengers. Lastly, we want to design our protocol in such a way that it can run in real-time, i.e., with negligible time and bandwidth usage.

4 RELATED WORK
The problem of designing a privacy-preserving ride-sharing protocol for both autonomous and regular cars has been studied previously. To organize a (privacy-preserving) ride-share, we require a (privacy-preserving) technique to match the passengers who have similar trip data, and a (privacy-preserving) scheme to determine the pick-up points. Therefore, in this section, we review some of the noteworthy articles on private group-forming techniques, privacy-preserving pick-up points selection schemes, and privacy-preserving ride-sharing protocols.

4.1 Privacy-Preserving Group Forming
The problem of finding nearby parties in a private manner is not restricted to ride-sharing. This research problem is studied so that the solutions can cover any use cases that require similarity tests with respect to location. Some use cases are ride-sharing [16], locating nearby friends on social media [44], and potential partner suggestions on dating apps [25]. One solution to the problem of finding nearby parties is to perform a privacy-preserving proximity test [20, 46]. However, proximity tests are usually performed between two parties; therefore extending the test to cover more than two parties requires many pre-computations and several rounds of communication. Moreover, the proximity tests may result in false positives/negatives. Thus, these tests are not suitable for matching passengers in a ride-sharing protocol.

He et al. proposed a three steps partner selection protocol for the purpose of privacy-preserving ride-sharing for a regular car [16]. Although their protocol does not introduce any false positive/negative and therefore is more practical than its predecessors, they require that the driver and the riders reveal some information about their pick-up and drop-off locations. The riders’ pick-up point is determined by the driver, and therefore, the riders cannot pick a fair pick-up location. Moreover, the protocol requires multiple rounds of computation and communication between the server, the driver, and the riders, which makes the protocol costly.

4.2 Privacy-Preserving Fair Pick-up Point Selection
In most of the ride-sharing systems, the passengers’ pick-up points are selected by the system or the driver, and the passengers cannot select a “fair” pick-up point for themselves [1]. The concept of fair pick-up selection is not limited to the ride-sharing organizations. A fair meeting point selection is relevant to any scenario where a group of entities (more than one) is required to be at a certain place at a given time. Therefore, privacy-preserving fair meeting point selection is studied independently from a specific use case (e.g., ride-sharing). However, in most of the previous works, the protocol relies on an additional party (than the server and the group of people), such as a cloud or a TTP [31, 35, 42], and the protocols’ time complexities are not suitable for real-time location selection [5, 31, 42].

In Section 5, we propose a lightweight fair meeting point selection protocol between a group of passengers and a server that does not rely on any additional party and can perform in real-time.

4.3 Privacy-Preserving Ride-Sharing
The following two approaches are common among prior works:

(1) Protocols involve additional party/parties than the passenger and the server. In the context of privacy-preserving ride-sharing, the encrypted trip data of several passengers should
be checked against each other to find a possible match. One way to preserve the privacy of the passengers against the server is to utilize another entity to handle the secret key that is used to encrypt the trip data, e.g., a third-party server [18, 27, 35, 45], a primary passenger (driver) [32], and a cloud [36].

(2) It is assumed that the server and all the passengers are semi-honest [1, 18, 32, 45]. In the context of privacy-preserving ride-sharing, it is realistic to assume that the server is semi-honest because the server does not gain anything by disrupting its reputation. However, we cannot safely assume that the passengers will not act maliciously.

In our protocol, we drop the assumption that the passengers are always semi-honest. Also, we do not add any entities other than the parties who are naturally part of the protocol, i.e., the server and the passenger. Because, utilizing an extra party (such as a TTP or a cloud) may introduce additional security and privacy challenges to the system. For example, Utilizing a TTP/cloud in a scheme can introduce more cyber-attacks [21, 26, 34].

Sherif et al. proposed a privacy-preserving protocol to organize a ride-sharing for a primary passenger via autonomous vehicles [32]. Their protocol is between three different parties: a primary passenger, a set of secondary passengers, and a server. Sherif et al. assumed that the primary passenger rents/owns an autonomous car and tries to find other passengers to share the ride with. Their protocol is as follows: The primary passenger generates a secret key and a group signature credentials and distributes the secret key and the signature between all the other passengers that requested a ride-share (secondary passengers). Then, all the passengers (primary and secondary) encrypt their trip data with the primary user’s secret key, send the data to the server, and the server performs a similarity test over the encrypted data. The server does not have the secret key, so it cannot learn any information about the trip from the encrypted data. The server sends the result of the similarity test to the primary passenger. Then, the primary passenger contacts the secondary passengers, who can share a ride. Sherif et al. adversarial model is semi-honest. However, this assumption is not always realistic for the passengers, especially since the primary passenger broadcasts the secret key and the group signature credentials to the secondary passengers (up to 500 passengers). Moreover, it is not clear how the primary passenger can securely deliver the key and signature to the secondary passengers.

5 THE PROTOCOL

In this section, we present our privacy-preserving ride-sharing protocol for autonomous cars. The protocol runs between the server of a company and the customers of that company. The company owns several autonomous cars. Among other services, the company provides ride-sharing services in several cities. Let us assume that the names of these cities are stored in a set C. The company’s server divides the map of each city into subregions, e.g., squares with an area of 1 km². Each subregion has a number, and the map with its numbered subregions is available to all the users of the service.

The company has several parking spots in different locations that are distributed throughout the cities. When not in use, the autonomous cars will drive themselves to the nearest free parking spot, and if required, they recharge their batteries there as well. The server makes the list of potential parking locations visible to the users. Hereafter, if a customer of the company wants to utilize the ride-sharing service, we call that user a passenger.

In this section, we first give a brief overview of our protocol to provide an overall image of the different phases of the protocol. Then, we explain the steps of the main phases of our protocol in detail.

The protocol consists of a setup phase and two main phases. In the setup phase, the passengers register to the ride-sharing system by paying a fee. Then, for every ride, the passengers adopt a pseudo-random identity so that they can utilize the system anonymously. The passengers also obtain random-looking access tokens, which are used together with pseudo-random identities to prove that there is a valid customer behind the identity. An oblivious transfer is a well-established cryptographic protocol that guarantees fetching valid tokens without revealing any information to the server about who gets which tokens. Each token can only be used once, and its purpose is to reduce the potential for denial of service.

Still, in the setup phase, the server picks a non-deterministic and additively homomorphic asymmetric cryptosystem, e.g., the Paillier cryptosystem [29]. We assume that the public key for this cryptosystem is \( p_k \), and \( s_k \) is the secret key. The encryption and decryption functions are \( E_{p_k} \) and \( D_{s_k} \), respectively. The server distributes the public key \( p_k \) to all passengers.

The main phases of our protocol are the privacy-preserving group forming (Phase 1) and the privacy-preserving fair pick-up point selection (Phase 2). In Phase 1, the server groups the passengers based on the similarity of their intended journey without learning any information about the journey, i.e., in a privacy-preserving way. In this phase, the server categorizes the passengers into groups (a maximum) of \( m \) people, where \( m \) is the capacity of the autonomous cars (e.g., \( m = 4 \)). In each group, the preferred pick-up locations of the passengers are likely to be close to each other, the passengers’ journeys are roughly on the same path, and the date and time of traveling are similar.

In Phase 2, with the help of the server, the passengers of each group agree on a fair pick-up point in a private way. In other words, the passengers together find a fair location for an autonomous car to pick them up without revealing their initial locations to the server, to each other, or to the car.

In the following subsections, we explain the main phases of our protocol in detail.

5.1 Phase 1: Privacy-Preserving Group Forming

The server should group the passengers based on their preferred pick-up points, drop-off locations, and time of travel. However, the group forming should be done in such a way that the server does not learn any of the above information about the passengers’ journeys. Moreover, the group-forming process should be fast enough to be used in real time. For these reasons, we propose a fast PSI protocol with the help of a secure keyed hash function with the secret key \( k \). The key \( k \) is a one-time secret key that is created by a batch of
passengers for the purpose of performing one run of a PSI protocol. Therefore, Phase 1 of our protocol has two sub-phases: generating a shared secret key (Phase 1.a), and PSI (Phase 1.b).

5.1.1 Phase 1.a: Generating a Shared Secret Key. As mentioned before, each passenger has a pseudo-random identity and multiple anonymous tokens. Therefore, the ride-sharing system can grant access to valid passengers anonymously. We assume that the passengers let the server know about the city and date of their desired journeys anonymously. Then, the server inserts the passengers that want to travel in the same city (e.g., c ∈ C) and on the same day (e.g., d) in one set (e.g., Ms,d). For simplicity, let us assume that there are \( n = 2^a \) passengers in \( M_{c,d} \). The server proceeds by assigning a unique ordering number from 1 to \( n \) to each passenger in \( M_{c,d} \), such that the passengers are ordered as \( P_1 \) to \( P_n \).

In order to create a shared secret key \( k \), the passengers \( P_1 \) to \( P_n \) enter a variant of the Diffie-Hellman key agreement protocol of Subsection 2.11 as follows:

1. For \( i = 1, \ldots, 2^a - 1 \), passenger \( P_{2i-1} \) and passenger \( P_{2i} \) engage in the 2-party Diffie-Hellman key exchange protocol and create a shared secret key \( S_{2i-1,2i} = g^{2i-1} \) based on locally generated random values \( S_{2i-1} \) and \( S_{2i} \). The pair of passengers \( P_{2i-1} \) and \( P_{2i} \) also compute a public key for the next round (i.e., \( g^{S_{2i-1,2i}} \)). Now, round 1 of the protocol is finalized.

2. For \( j = 1, \ldots, 2^a - 2 \), the passengers \( P_{4j-3} \) and \( P_{4j-1} \) exchange their respective public keys, and so do the passengers \( P_{4j-2} \) and \( P_{4j} \). Then the four passengers \( P_{4j-5}, P_{4j-2}, P_{4j-1} \) and \( P_{4j} \) compute their shared secret key \( S_{4j-3,4j} \) which is equal to \( g^{S_{4j-1,4j}} \). They also compute their public key \( g^{S_{4j-3,4j}} \). Round 2 of the protocol is now finished.

3. The protocol is continued in such a way that for any round \( b < a \) and for \( j = 1, \ldots, 2^a - b \), the passengers \( P_{2^b \cdot j-1} \) and \( P_{2^b \cdot j} \) exchange their corresponding public keys. Then, they all are able to generate a new shared secret key and a corresponding public key, and round \( b \) ends.

4. The protocol is continued until round \( a \), where a shared secret key \( S_{1,\ldots,n} \) is computed by all passengers \( P_1 \) to \( P_n \).

The shared secret key \( k \) that is required in Phase 1.b is equal to \( S_{1,\ldots,n} \). Figure 2 illustrates the above procedure for eight parties.

5.1.2 Phase 1.b: Private Set Intersection. The passengers in the set \( M_{c,d} \) have created a shared secret key \( k \) that can be used with a keyed hash function \( H_k \). Now each passenger finds the subregions corresponding to their desired pick-up points and chooses one of the eight directions, north, northeast, east, southeast, south, southwest, west, and northwest, as their trip direction. Then, the passenger computes \( H_k(\text{subregion-number} || \text{direction} || \text{time}) \) for all the acceptable combinations of regions, directions and times, and sends the hash values to the server.

After all the passengers have sent their sets of hash values to the server, the PSI protocol is performed by the server. If there are two or more passengers with the exact same hash digest(s), the server groups them together. The formation of the groups should be done in an optimized way. However, partitioning an arbitrary set of passengers into groups of a fixed size based on their submitted list of preferences is a notoriously difficult problem. One way to approach this optimization problem is to reformulate it in a graph theoretic setting. We consider two sets of vertices, \( \mathcal{P} \) and \( \mathcal{H} \), where the set \( \mathcal{P} \) represents the passengers and \( \mathcal{H} \) represents the set of all submitted hashes. A Graph \( G \) is constructed such that there is an edge between \( x \in \mathcal{P} \) and \( y \in \mathcal{H} \) whenever \( y \) is a hash value submitted by the passenger \( x \). Clearly, the graph \( G \) is bipartite, i.e., there is no edge between any two vertices in \( \mathcal{P} \) (resp. \( \mathcal{H} \)).

To partition passengers to groups of size \( m \), with a common submitted hash, it is enough to partition the vertices in \( \mathcal{P} \) to disjoint subsets of size \( m \), such that the vertices in every subset are all connected to at least one vertex in \( \mathcal{H} \). However, partitioning bipartite graphs into sub-graphs consisting of \( m \) disjoint vertices all connected to one vertex is an NP-complete problem for \( m \geq 3 \), see for instance [40] and the references therein.

We detail the algorithm that we used for optimized grouping in Section 6 and leave further development on the topic of optimized group forming for future work.

Please note that the number of passengers in each group cannot be more than the capacity of the autonomous cars (\( m \) passenger). Moreover, the shared secret key is used only once to group the passengers. If grouping fails for a passenger, they re-enter Phase 1.a and compute a new shared secret key with different passengers. Please also note that if grouping succeeds for a passenger and they wish to arrange another ride-sharing, they require a new key.

The passengers that are successfully grouped together enter Phase 2 of our protocol as follows.

5.2 Phase 2: Privacy-Preserving Fair Pick-up Point Selection

In this subsection, we present a privacy-preserving fair pick-up point selection protocol for ride-sharing with autonomous cars.

Phase 2 of the protocol computes the geometric center (centroid) of the passengers' locations in a privacy-preserving manner. If the centroid is a convenient location for a vehicle to drive to, the passengers' pick-up point will be the centroid. Otherwise, the passengers...
can find the closest parking spot to their centroid. That parking spot will be the passengers’ pick-up point.

As we explained earlier, after executing the first phase of our protocol, the passengers who require similar ride services are grouped together. If the maximum capacity of a car is \( m \) passengers, then the number of passengers in each group is \( m' \), where \( 2 \leq m' \leq m \).

We recall from the setup phase of our protocol that the server distributed the public key \( p_k \) for the Paillier cryptosystem to all passengers. The passengers use the public key \( p_k \) to encrypt their initial location and consequently hide their locations from each other. However, if the passengers send their encrypted locations to each other via an insecure channel, the server can obtain the encrypted locations and decrypt them with its secret key.

Therefore, we require that the passengers in each group communicate with each other via an end-to-end encrypted channel. Thus, they require a shared secret key \( k' \), which is only known to them, to encrypt the channel. To create the shared secret key \( k' \), the server assigns another unique ordering number from 1 to \( m' \) to each passenger in each group. Then, the passengers enter in another Diffie-Hellman tree group key exchange protocol and together create the key \( k' \). Then, the passengers utilize a key derivation function with the key \( k' \) to derive the AES key. Finally, AES encryption is used to encrypt the messages that the passengers send to each other in Phase 2.

The initial location of passenger \( P_i \) is denoted by \( (x_i, y_i) \). The passengers compute their centroid in a privacy-preserving way as follows:

1. One of the passengers (e.g., \( P_i \)) picks two positive random numbers \( r_1 \) and \( r_2 \), creates an initial vector \( W = (r_1, r_2) \), and sends this vector to other passengers \( P_2,...,P_{m'} \) in the group.
2. Each passenger \( P_i \) encrypts their initial location \( (x_i, y_i) \) with the server’s public key \( p_k \), obtaining \( (E_{p_k}(x_i), E_{p_k}(y_i)) \). The passenger first sends hash values computed from these two encrypted coordinates to other passengers. Once the passenger \( P_i \) has received such hash values from all other passengers, \( P_i \) sends the actual encrypted coordinates \( E_{p_k}(x_i) \) and \( E_{p_k}(y_i) \) to all other passengers.
3. Each passenger computes
   \[
   E_{p_k}(x_1)E_{p_k}(x_2)...E_{p_k}(x_{m'})E_{p_k}(r_1) = R_1
   \]
   \[
   E_{p_k}(y_1)E_{p_k}(y_2)...E_{p_k}(y_{m'})E_{p_k}(r_2) = R_2.
   \]
4. Passengers send \( (R_1, R_2) \) to the server.
5. The server decrypts \( (R_1, R_2) \), checks that all the values sent by the passengers decrypt to same plain texts, and sends the results back to the passengers. The decryptions of \( R_1 \) and \( R_2 \) are:
   \[
   D_{x_k}(R_1) = x_1 + x_2 + ... + x_{m'} + r_1
   \]
   \[
   D_{y_k}(R_2) = y_1 + y_2 + ... + y_{m'} + r_2
   \]
6. The passengers compute
   \[
   (D_{x_k}(R_1) - r_1)/m' = x_{\text{centroid}}
   \]
   \[
   (D_{y_k}(R_2) - r_2)/m' = y_{\text{centroid}}
   \]
7. The passengers can find the closest parking location to their centroid together, or accept the centroid as a convenient pick-up point.

Our protocol can be easily used for the case where an owner of an autonomous car wants to share a ride with other passengers. In this case, the owner registers their car in the server’s ride-sharing system and enters the protocol as a regular passenger. After executing the protocol, when the time of the trip arrives, the car drives its owner to the selected pick-up point and collects other passengers.

A summary of our protocol is illustrated by Figure 3.

6. PERFORMANCE EVALUATION

In this section, we evaluate the time and bandwidth usage of our protocol. In our performance evaluation, we adopt the following parameters: The size of the modulo \( p \) in DH is 2048 bits, and there are \( n = 2^{10} = 1024 \) passengers participating in the DH-tree. Without loss of generality, we assume that the area of the city is 300 km\(^2\). Therefore, there are 300 subregions in each city. Please note that the number of subregions does not affect the performance of our protocol. In our protocol, we group the passengers based on their pick-up points and the similarity of their destinations, which is independent of the size of the city. We utilize SHA-256 for the keyed hash function. The server groups the passengers into groups of a maximum of 4. The size of modulo \( N^2 \) in Paillier is 4096 bits. The time complexity of the protocol depends on the processor that a party (a passenger or a server) utilizes. For a realistic evaluation, we execute the protocol on a PC (laptop). The operating system (OS) is Windows 10, and it runs on an x86-64 Intel Core i5 processor clocked at 2.7 GHz with a 4 MB L3 cache. The passenger and the server use a single thread to perform the required computations.

In the setup phase, the server needs to compute several anonymous tokens for each passenger. The process of creating, distributing, and verifying the anonymous tokens is quick (in the order of \( \mu s \) for each passenger) [22]. Therefore, in this section, we focus on the cryptographic and optimization parts of our protocol, which are the most time-consuming parts.

6.1 Phase 1

In Phase 1, in order to create a shared secret key \( k \), each passenger sends \( \log n \) DH public keys to other passengers that are participating in the DH-tree. Therefore, each passenger sends \( \log 2^{10} = 10 \) public keys, which is 2.5 KB. To calculate the key \( k \), each passenger computes \( \log n \) modular exponentiation, and \( \log n \) modular multiplications. The computation of modular multiplication is fast (less than 1 \( \mu s \)), thus, the costs of them is negligible. Each exponentiation takes 0.002 seconds, therefore, each passengers require 200(0.002) = 0.4 s to compute \( k \). Computing the outcome of a keyed hash function is extremely fast (on average, 0.5 \( \mu s \)). In our protocol, each passenger only requires to compute a small number of hash values; therefore, the required time to compute the hashes is negligible. Each hash value is of size 256 bits. Therefore, the size of a passenger’s set is less than 0.5 KB. The server performs PSI and forms the groups in an optimized way.

6.1.1 Optimized Grouping Algorithm. Our algorithm to group passengers based on their sets’ intersection in an optimized way is presented in the following. The passengers’ anonymous ids are denoted by \( P_1,...,P_n \), and the set of their hash values denoted by \( \{h_1, h_2, \ldots, h_e\} \), where each \( h_i \in \{0,1\}^{256} \). Note that \( e \) is the number of hash values in a passenger’s set, and therefore, it depends
Figure 3: The figure shows a summary of the steps that a certain passenger (Alice) and a server take in our privacy-preserving ride-sharing protocol for autonomous cars.

on the flexibility of the passenger’s request. For our setting, we assume that $1 \leq e \leq 4$.

(1) The server receives the passengers’ hash values. Then, it creates one bucket for each unique hash and maps the buckets to the passenger. For instance, if hash value $h_{11}$ is in the sets of the passengers $P_{102}, P_{54},$ and $P_9$, they will be mapped to bucket $h_{11}$.

After the above step, the passengers are categorized based on whether they have a certain hash value. However, these categories may have more than $m$ passengers, and/or there are passengers that are in more than one category. To resolve these issues, the server performs the following steps.

(2) The server removes the buckets containing only one passenger, then computes the union of all passengers that are in the remaining buckets.

(3) If a passenger is not in the above union, they cannot be in any group. The server informs them that there is no possible ride-share for them. If they wish, they can re-enter Phase 1 later.

If possible, the server creates groups of maximum capacity ($m$). The server also prioritizes passengers that have more hash values. Please recall that more hash values in a set mean that the passenger is more interested in finding a ride-share in their sets.

(5) The server computes the number of times that each passenger appears in different buckets. Let us call this number the degree of a passenger.

(6) The server starts grouping from buckets with the maximum number of passengers. If a bucket contains more than $m$ passengers (e.g., $m'$), the server picks $m$ passengers with the least amount of degree, and forms a group. Then the server subtracts 1 from the degree of the remaining $m'' = n$ passengers. The server also removes the $m$ passengers that are grouped from all the other buckets.
We analyze the security and privacy of our privacy-preserving ride-sharing protocol for autonomous cars while, at the same time, protecting the privacy of passengers. Moreover, as mentioned in Section 1, in order to avoid certain cyber-attacks, the company may not even want to store users’ personal information. Hence, the company advertises its service as a privacy-preserving ride-sharing system. If at any point of operation, it turns out that the company does not follow the protocol or diverges from it (e.g., due to a successful cyber-attack), the company can harm its prestige and may lose its customers. Therefore, considering the server as a semi-honest party is a sensible assumption. However, we cannot similarly assume that all the passengers are honest or even semi-honest. Thus, in our analyses, we consider both semi-honest and malicious passengers.

In the setup phase, each passenger reveals the city and the date of their trip to the server while keeping their identity anonymous.

Because the information is coarse-grained and is revealed anonymously, the privacy or security of the passenger is not violated.

**Theorem 7.1.** After executing Phase 1.a, i) the semi-honest server does not learn the shared secret key $k$ of $n$ passengers nor any of the passengers’ secret keys, ii) a semi-honest/malicious passenger cannot learn the secret key of other passengers.

**Proof.** The security of Phase 1.a lies in the fact that the Diffie-Hellman tree group key exchange protocol is secure [6]. Therefore, the semi-honest server cannot learn any of the passengers’ secret keys nor the final key $k$. Moreover, the passengers, semi-honest or malicious, cannot learn each other’s secret keys.

The passengers do not reveal their identity either to each other or to the server. Anonymity typically helps in launching Denial of Service attacks. However, a malicious passenger cannot perform an effective DoS attack against the server because the number of their anonymous tokens is not big enough to perform such an attack.

**Theorem 7.2.** After executing Phase 1.b, i) the semi-honest server does not learn any information about the passengers’ trip, ii) a semi-honest/malicious passenger cannot learn any information about other passengers’ trips.

**Proof.** The security of Phase 1.b relies on the security properties of keyed hash functions. The one-wayness of hash functions makes it impossible for the server to learn the function’s input by investigating its output. Please note that because the server does not have the key $k$, it cannot perform a dictionary attack on the hash values. Therefore, the server does not learn any information about a trip from its corresponding hash value. As the communication between the server and an individual passenger is through a secure channel, the passengers cannot obtain each other’s hash values. Note that they cannot obtain these with the help of the server because the server is assumed to be semi-honest.

Theorems 7.1 and 7.2 show that by executing Phase 1, the server groups the passengers without learning the passengers’ exact or approximate locations or times of the planned trips. Moreover, the passengers do not learn any information about each other’s journeys. Therefore, running Phase 1 can successfully group the passengers in a secure and private manner.

**Theorem 7.3.** After executing Phase 2, i) the server neither learns the passengers’ initial locations nor their centroid, ii) a semi-honest/malicious passenger cannot learn the other passengers’ locations.

**Proof.** The security of Phase 2 relies on the security of the Paillier cryptosystem. The random values $r_1$ and $r_2$ in the vector $W$ hide the locations of the passengers and the centroid from the server. Moreover, using the secure channel prevents the server from learning anything about the process of computing the components of vector $W$. It is clear that the semi-honest passengers do not learn each others’ locations because their coordinates are encrypted, and they do not have the Paillier private key.

Because hash values of the encrypted coordinates have to be sent and received before the actual encrypted coordinates are shared, malicious passenger has to commit to the values they intend to send before they see anybody else’s encrypted values. This implies
a malicious party cannot deviate too much from what an honest party would do in the protocol. They can still send something else instead of encryptions of their real coordinates, but this attack is just equivalent to lying about one’s location in the first place. However, as a result, the malicious party only learns the centroid computed as if they would be in another location than where they actually is.

Theorem 7.3 shows that by executing Phase 2, the passengers can arrange a fair pick-up point without learning each other’s exact or approximate locations and without revealing any information about their trip to the server. Therefore, by running Phase 2, the passengers can successfully arrange the pick-up point in a secure and private manner.

In Phase 1, if the server starts to act maliciously, it can learn the key $k$ either by colluding with one of the malicious passengers, or by participating in the key agreement protocol as a passenger. A malicious server who obtained the key $k$ can compute all the possible combinations of the hash values $H_k(k || \text{subregion-number} || \text{direction} || \text{time})$. Then, the malicious server can perform the dictionary attack and learn the input values. However, the passengers utilize the system anonymously in this phase. Thus, the information that is revealed to the server by a successful dictionary attack is still anonymous, so that it would not jeopardize the privacy of the passengers too much.

In Phase 2, if there are $m'$ passengers in a group and $m' - 1$ passengers collude with each other and reveal their initial locations to each other, they can learn the location of the remaining passenger based on information about the centroid. Similar situation may occur when a malicious passenger registers to the system multiple times and obtains several anonymous identities. However, the passengers are grouped anonymously and based on an optimized matching algorithm. Therefore, the conspiring passengers have only moderate chances to be grouped together. In addition, they have no control on who would be the remaining anonymous passenger whose initial location they would learn. Because the attack requires using tokens, it has a notable cost, and the cost-benefit ratio for the attacker does not seem to be good.

In Phase 2, there is a special scenario where a malicious passenger may be able to cheat and move the centroid closer to their initial location. In this scenario, the malicious passenger knows that there cannot be any passengers in a certain area $A$ that is close to the malicious passenger. For instance, the passenger is close to the sea shore. Then, the malicious passenger enters Phase 2 with false coordinates that represent a point inside $A$. Thus, the malicious party manipulates the computation of the centroid such that the pick-up point would likely be closer to them². However, if the other passengers are close to the malicious passenger, the pick-up point might fall in the area $A$ (inside the sea!), and the passengers will realize that there is a malicious party in the group. In this case, the passengers send the encryptions of the coordinates of other passengers to the server. The server decrypts the coordinates and finds the malicious party. Please note that in the context of ride-sharing, a passenger books their prospective trip beforehand, hence uses an expected future location as an initial location. Therefore, in general, it does not make much sense to even try to verify whether the input location in Phase 2 is correct.

### 8 CONCLUSION

The paper presented our novel lightweight privacy-preserving ride-sharing protocol for autonomous cars. Our protocol is between a set of passengers and a server, and contrary to most of the previous related works, it does not require an extra party to provide privacy and security. Moreover, we have presented two novel privacy-preserving protocols for group forming (in Phase 1) and fair meet-up point detection (in Phase 2). In addition to ride-sharing organizations, the protocols of Phases 1 and 2 can be used in other use cases.

We suggested a modification to the DH-tree group key protocol that does not require a server. We also used an optimized group-forming algorithm in our protocol. Future work could try to investigate further into the topics of group key agreements and optimized group forming, as both of these topics have several use cases for autonomous cars.

We assumed that the server is honest-but-curious. However, as we explained, it is not realistic to assume that all the passengers follow the protocol honestly. We analyzed the privacy and security of our protocol and proved that our protocol provides protection against malicious passengers.

We have implemented our protocol and evaluated its performance for a realistic scenario where 1000 passengers simultaneously request a ride-share in a city with an area of 300 km². The results of our experiments show that our protocol can be used in real life to organize ride-shares with autonomous cars in a privacy-friendly manner. In other words, the cost of our protocol is feasible in practice. Moreover, we compared several properties of our protocol with the prior art. Our comparison shows that despite the fact that we do not use any extra party in our protocol and we cover malicious passengers in addition to semi-honest ones, our protocol outperforms the prior art.

---

²Please note that the malicious party still cannot learn other passengers’ initial locations.